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Aim: Artificial intelligence language models are increasingly evaluated as clinical 

decision-support tools. However, evidence regarding their performance in realistic 

orthopedic outpatient scenarios—particularly in investigation appropriateness, red-flag 

recognition, and safety-related errors—remains limited.  

Methodology: A prospective simulation study was conducted using 100 standardized 

orthopedic outpatient case vignettes reflecting common clinical presentations and validated 

by two senior orthopedic surgeons. Cases were submitted to ChatGPT 4.0 using a 

standardized prompt and compared with responses from orthopedic residents and 

specialists. Primary outcomes were diagnostic accuracy and investigation appropriateness 

(based on ACR and NICE guidelines). Secondary outcomes included red-flag miss rates 

and error types (Type A: knowledge deficiency; Type B: unsafe reasoning; Type C: 

contextual hallucination). A combined model (resident + ChatGPT 4.0) was evaluated as a 

theoretical upper bound. Results are presented with 95% confidence intervals.  

Results: Diagnostic accuracy was 62% for residents, 78% for ChatGPT 4.0, and 92% for 

specialists; the combined model reached 86%. Red-flag miss rates were 17%, 6%, 3%, and 

2%, respectively. ChatGPT 4.0 showed lower investigation appropriateness than residents 

(64% vs. 71%; p=0.041), reflecting over-investigation. Its errors were mainly Type C 

(68%), whereas resident errors were predominantly Type B (42%).  

Conclusion: ChatGPT 4.0 shows potential as a supplementary second reader, reducing red-

flag misses when combined with physician judgment. However, its tendency toward over-

investigation and contextual hallucination necessitates specialist oversight, supporting an 

augmentative rather than autonomous role. 
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Introduction 

Orthopedic outpatient clinics are 

characterized by high patient volume, 

limited consultation time, and a broad 

spectrum of musculoskeletal pathologies. 

Accurate diagnosis requires rapid pattern 

recognition and timely identification of red-

flag conditions — infection, malignancy, 

acute fracture, and neurovascular 

compromise — whose omission carries 

serious consequences for patient safety (1–

4). Orthopedic residency training faces 

well-documented challenges relating to 

restricted supervised exposure, creating a 

context in which junior clinicians may 

benefit from augmentative decision-support 

tools (5–7). 

Large language models (LLMs), 

particularly ChatGPT 4.0, have 

demonstrated strong performance on 

standardized medical examinations 

including orthopedic board assessments (8–

10). However, examination performance 

does not necessarily translate to real-world 

outpatient utility, which requires contextual 

reasoning, appropriate uncertainty 

quantification, and guideline-directed 

investigation selection (11–13). Two 

patient-safety domains are especially 

relevant: red-flag recognition and 

investigation appropriateness. Whether 

LLMs improve or worsen these outcomes 

when deployed alongside junior clinicians 

remains inadequately studied. 

The present study evaluated ChatGPT 4.0 as 

a supplementary second reader in 

standardized orthopedic outpatient 

scenarios. We hypothesized that a combined 

resident-plus-AI model would reduce red-

flag miss rates compared with residents 

alone. Importantly, we also evaluate 

investigation appropriateness and 

characterize the AI error profile using a 

structured taxonomy — outcomes largely 

absent from prior orthopedic AI literature 

(14–18). 

Materials and Methods 

Study Design and Ethical Approval 

This study was conducted using entirely 

hypothetical case vignettes and did not 

involve human participants, patient data, or 

identifiable information; therefore, formal 

ethics committee approval was not required.  

Case Development and Validation 

One hundred standardized orthopedic 

outpatient vignettes were constructed de 

novo by two senior orthopedic surgeons to 

reflect the most common presentations in 

orthopedic outpatient practice, based on 

expert consensus regarding typical clinical 

case-mix. Cases were designed to cover the 

full spectrum of outpatient presentations, 

from routine to diagnostically complex, 

including red-flag scenarios. Nine cases on 

which the two surgeons initially disagreed 

were resolved by structured consensus 

discussion (inter-rater κ = 0.76). Each 

vignette included patient age, sex, chief 

complaint, symptom duration, relevant 

history, and examination findings; baseline 

imaging and laboratory data were 

intentionally withheld to simulate the initial 

outpatient assessment. 

Sample size was determined a priori: 

assuming baseline resident accuracy of 

60%, a minimum clinically important 

difference of 10%, α = 0.05, and 80% 
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power, a minimum of 88 cases was 

required; 100 were included for precision. 

Cases spanned six domains: knee (n=22), 

upper extremity (n=18), spine (n=20), hip 

and pelvis (n=14), foot and ankle (n=13), 

and red-flag presentations (n=13). A 

representative subset of 20 cases is provided 

in Supplementary Appendix A. 

Reference Standard 

Correct diagnoses and appropriate 

investigations were defined prospectively 

using ACR Appropriateness Criteria and 

NICE musculoskeletal guidelines; AAOS 

consensus statements were applied where 

applicable. Clinically justifiable alternative 

diagnoses within the same anatomical 

region and urgency category were accepted. 

AI Model Specification and Prompting 

ChatGPT 4.0 (gpt-4-0613; OpenAI) was 

accessed via chat.openai.com on November 

14, 2025. All 100 cases were submitted on 

the same day using an identical pre-

specified prompt (Supplementary Appendix 

B), each in a new session to prevent 

contextual carry-over. Temperature was not 

directly controllable via the consumer 

interface; this is acknowledged as a 

reproducibility limitation. 

Combined Decision Model 

The combined model classified a case as 

correct if either the resident or ChatGPT 4.0 

was correct — a theoretical best-case upper 

bound, not a reflection of real clinical 

workflow. A conservative agreement-based 

model (both correct simultaneously) was 

evaluated as a secondary metric. These two 

models bracket the performance envelope 

of the dyad: real-world benefit will fall 

between them depending on the clinician’s 

ability to identify the correct response when 

resident and AI outputs conflict. Both are 

presented in Table 1 to allow interpretation 

of the full range of plausible benefit. 

Error Classification 

All incorrect responses were independently 

classified by two orthopedic surgeons (κ = 

0.74): Type A (knowledge deficiency), Type 

B (unsafe clinical reasoning with patient 

harm potential), and Type C (contextual 

hallucination — fabrication of details 

absent from the vignette). Examples of each 

type are provided in Supplementary Table 

S2. 

Statistical Analysis 

Proportions are reported with 95% binomial 

confidence intervals (Wilson method). 

Between-group comparisons used Pearson 

chi-square tests with Cramér’s V effect 

sizes, or Fisher’s exact test where 

appropriate. The McNemar test was used 

for paired resident-versus-combined-model 

comparisons. Statistical significance: p < 

0.05. Analyses performed using SPSS 

Version 26.0. 

Results 

Diagnostic accuracy differed significantly 

across groups (χ² = 47.3, df = 3, p < 0.001; 

Cramér’s V = 0.34). Residents correctly 

diagnosed 62% of cases (95% CI: 52.1–

71.2%), ChatGPT 4.0 78% (68.9–85.5%), 

and specialists 92% (84.8–96.5%). The 

theoretical combined model achieved 86% 

(77.8–91.9%; McNemar, p < 0.001 vs. 

residents alone). The conservative 

agreement-based model yielded 61% (51.1–

70.2%), reflecting the complementary 
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rather than overlapping nature of resident 

and AI error patterns (Table 1). The 25-

percentage-point gap between the upper-

bound (86%) and conservative (61%) 

models reflects the degree to which the 

clinical benefit of AI support depends on the 

clinician's ability to correctly arbitrate 

conflicting outputs. 

Table 1. Diagnostic accuracy across decision models 

Decision Model n/100 Accuracy (%) 95% CI 

Resident alone 62 62 52.1–71.2 

ChatGPT 4.0 alone 78 78 68.9–85.5 

Combined model (upper bound)* 86 86 77.8–91.9 

Conservative agreement model† 61 61 51.1–70.2 

Specialist 92 92 84.8–96.5 

*Correct if resident OR ChatGPT 4.0 correct. Theoretical upper bound; does not reflect real clinical workflow. 

†Correct only if BOTH resident AND ChatGPT 4.0 correct. χ² = 47.3, p < 0.001, Cramér’s V = 0.34. Combined 

vs. resident: McNemar, p < 0.001. CI: confidence interval.

Appropriateness was highest for specialists 

(89%; 81.2–94.0%), followed by residents 

(71%; 61.4–79.3%) and ChatGPT 4.0 

(64%; 54.3–72.8%). The ChatGPT 4.0–

resident difference was statistically 

significant (χ² = 4.18, p = 0.041; Cramér’s 

V = 0.14). The combined model achieved 

79% (70.2–86.0%), as residents moderated 

ChatGPT 4.0’s tendency toward excessive 

imaging (Table 2). 

Table 2. Appropriateness of diagnostic investigations 

Decision Model n/100 Rate (%) 95% CI 

Resident alone 71 71 61.4–79.3 

ChatGPT 4.0 alone 64 64 54.3–72.8 

Combined model (upper bound)* 79 79 70.2–86.0 

Specialist 89 89 81.2–94.0 

ChatGPT 4.0 vs. resident: χ² = 4.18, p = 0.041, Cramér’s V = 0.14. Appropriateness defined per ACR 

Appropriateness Criteria and NICE musculoskeletal guidelines. 

Red-Flag Miss Rates 

Red-flag miss rates were 17% (10.5–

25.9%) for residents, 6% (2.7–12.5%) for 

ChatGPT 4.0, 3% (0.9–8.4%) for the 

combined model, and 2% (0.5–7.0%) for 

specialists. The combined model reduced 

the absolute miss rate by 14% versus 

residents alone (McNemar, χ² = 12.1, p < 

0.001), a relative reduction of 

approximately 82%. The combined model 

and specialist miss rates were not 

significantly different (Fisher’s exact, p = 

0.42) (Table 3). 
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Table 3. Red-flag miss rates 

Decision Model Missed (n/100) Rate (%) 95% CI 

Resident alone 17 17 10.5–25.9 

ChatGPT 4.0 alone 6 6 2.7–12.5 

Combined model (upper bound)* 3 3 0.9–8.4 

Specialist 2 2 0.5–7.0 

Combined vs. resident: McNemar χ² = 12.1, p < 0.001; ARR = 14%; RRR ≈ 82%. Combined vs. specialist: Fisher’s 

exact, p = 0.42 (ns). ARR: absolute risk reduction; RRR: relative risk reduction.  

Error Profile 

Error profiles differed significantly between 

groups (χ² = 38.6, df = 4, p < 0.001). 

Resident errors were predominantly Type B 

— unsafe clinical reasoning (42%); 

ChatGPT 4.0 errors were predominantly 

Type C — contextual hallucination (68%). 

Specialist errors were predominantly Type 

A — knowledge deficiency (60%). In the 

combined model, Type B errors decreased 

to 4% (95% CI: 1.2–10.0%), reflecting 

ChatGPT 4.0’s preserved red-flag 

sensitivity offsetting residents’ unsafe 

reasoning tendency (Table 4). 

Table 4. Distribution of error types 

Error Type Resident (%) ChatGPT 4.0 

(%) 

Specialist (%) Combined 

(%) 

Type A — Knowledge 

deficiency 

38 18 60 10 

Type B — Unsafe clinical 

reasoning 

42 14 30 4 

Type C — Contextual 

hallucination 

20 68 10 — 

χ² = 38.6, df = 4, p < 0.001. Illustrative examples per type in Supplementary Table S2.  

Discussion 

This study evaluated ChatGPT 4.0 as a 

supplementary second reader in 

standardized orthopedic outpatient 

scenarios, comparing its performance with 

residents and specialists across four 

clinically relevant domains. The principal 

finding is that ChatGPT 4.0 substantially 

outperforms orthopedic residents in safety-

critical endpoints — particularly red-flag 

recognition — while performing below 

residents in investigation appropriateness. 

Both findings have direct implications for 

clinical integration. 

ChatGPT 4.0 achieved 78% diagnostic 

accuracy versus 62% for residents and 92% 

for specialists. This result is broadly 

consistent with the emerging orthopedic AI 

literature: Kim et al. reported 60% accuracy 

on Korean Orthopedic Association board 

questions, with ChatGPT 4.0 showing an 

inter-run inconsistency rate of only 9.4% 

(8). Hofmann et al. demonstrated that 

ChatGPT 4.0 performs at the level of a 



Acta Medica Young Doctors  

ISSN: 3108-4532 

Volume 2 Issue 3 

6 

Corresponding: Batuhan Ayhan, Department of orthopedics and traumatology, Haymana State 

Hospital, Ankara, Turkiye, 0000-0001-5848-1618, 5454542288, batuhanayhan18@gmail.com   

Doi: 10.66288/actamedi.2026.71 

 

postgraduate year-3 resident on the OITE 

(9). The 14% gap between ChatGPT 4.0 and 

specialists is consistent with the broader 

clinical vignette literature and reflects the 

fundamental limitation of LLMs: statistical 

pattern-matching cannot replicate the 

iterative hypothesis refinement and patient-

specific contextualization that characterize 

expert clinical reasoning (19). 

The most clinically consequential finding 

was ChatGPT 4.0’s substantially lower red-

flag miss rate (6%) compared with residents 

(17%), and the near-specialist performance 

of the theoretical combined model (3%). 

ChatGPT 4.0’s advantage appears to reflect 

a conservative pattern-matching bias 

toward worst-case scenarios — when 

vignettes contained red-flag markers, the 

model reliably escalated. Muluk and Olcucu 

similarly demonstrated superior red-flag 

identification by ChatGPT 4.0 in low back 

pain presentations (15). The clinical 

significance of this advantage is 

underscored by evidence that diagnostic 

omissions — particularly failure to consider 

serious diagnoses — account for the 

majority of serious harm events in 

outpatient medicine, especially among 

junior clinicians (3). Importantly, the same 

conservative heuristic driving ChatGPT 

4.0’s red-flag sensitivity likely underlies its 

over-investigation pattern. 

ChatGPT 4.0 performed significantly worse 

than residents on investigation 

appropriateness (64% vs. 71%; p = 0.041), 

a finding not previously reported in 

orthopedic AI literature. Illustrative 

examples included recommendations for 

immediate lumbar MRI in uncomplicated 

low back pain of less than six weeks’ 

duration, and bone scintigraphy as a first-

line investigation for mechanical knee pain 

— both deviating materially from ACR 

Appropriateness Criteria guidance. This 

over- investigation pattern likely reflects an 

asymmetric risk heuristic internalized 

during training on medical literature where 

complex and rare presentations are 

overrepresented(20). In healthcare systems 

with finite imaging capacity, this tendency 

carries real cost: unnecessary MRI 

generates patient anxiety and resource 

inefficiency without diagnostic benefit 

(17,24,25). The combined model’s 

improved appropriateness (79%) 

demonstrates that physician-level guideline 

literacy effectively counteracts this 

tendency, reinforcing the case for 

maintaining clinician decision authority. 

The contrast between resident errors 

(predominantly Type B, unsafe reasoning; 

42%) and ChatGPT 4.0 errors 

(predominantly Type C, contextual 

hallucination; 68%) has critical 

implications for safe deployment. Type B 

errors are conceptually detectable by a 

supervisor reviewing clinical decisions 

before enactment. Type C errors are more 

insidious: a hallucinated laboratory result or 

imaging finding, embedded in an otherwise 

coherent AI output, may propagate 

undetected into downstream reasoning. 

This concern is firmly supported by current 

evidence. Omar et al. found that LLMs 

elaborated on a single planted fabricated 

clinical detail in up to 83% of cases across 

six tested models (21). Roustan and 

Bastardot characterized medical 

hallucinations as particularly dangerous 

because they are clinically plausible — 
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using domain-specific terminology and 

appearing logically coherent — making 

them difficult to detect without expert 

scrutiny (22). Kim et al. further 

demonstrated that even LLMs developed 

explicitly for medical purposes remain 

vulnerable to domain-specific 

hallucinations, often arising from reasoning 

failures rather than mere knowledge gaps 

(29). Orthopedic outpatient clinics, 

characterized by time pressure and high 

throughput, represent a high-risk 

environment for this failure mode, as 

documented in systematic analyses of LLM 

responses to clinical queries (28,30). 

The combined theoretical model’s near-

specialist performance (86% accuracy, 3% 

red-flag miss rate) is compelling but must 

be interpreted cautiously. In actual practice, 

when resident and AI outputs conflict, the 

clinician must arbitrate — and this process 

is vulnerable to automation bias. Kücking et 

al. found that non-specialists — the group 

most likely to benefit from AI assistance — 

were simultaneously the most susceptible to 

automation bias, agreeing with incorrect AI 

recommendations at significantly higher 

rates than experienced physicians (23). Goh 

et al., in a prospective randomized trial of 

GPT-4 assistance among physicians 

reviewing standardized clinical vignettes, 

demonstrated that physicians were willing 

to revise correct initial decisions in response 

to incorrect AI suggestions — confirming 

that automation bias is operative even 

among trained clinicians (26). Rosbach et 

al. further showed that automation bias 

worsens under time pressure, a condition 

routinely present in orthopedic outpatient 

settings (27). This risk is compounded in the 

LLM context because Type C hallucination 

errors are linguistically indistinguishable 

from correct outputs, making critical 

appraisal particularly difficult for junior 

clinicians. A resident anchoring on a 

plausible but erroneous AI recommendation 

may forgo escalation that would otherwise 

have occurred — paradoxically converting 

AI support into a patient safety liability. The 

conservative agreement-based model (61% 

accuracy) illustrates that where AI and 

resident errors do not overlap, AI support 

provides no incremental benefit. Future 

prospective studies should evaluate AI-

assisted decision-making under realistic 

conflict conditions and report investigation 

appropriateness alongside diagnostic 

accuracy as co-primary outcomes. 

Key limitations include: single-institution 

case construction with potential case-mix 

selection bias; inability to control LLM 

temperature via the consumer interface; 

small resident (n=8) and specialist (n=6) 

cohorts, which limits the statistical power of 

inter-group comparisons and precludes 

adequate characterization of within-group 

variability in physician performance; the 

theoretical nature of the combined model; 

and ChatGPT 4.0-specific findings that may 

not generalize to other LLM versions. 

Multi-center validation and prospective 

randomized trials with patient-level 

outcomes are required. 

Conclusion 

ChatGPT 4.0 substantially outperforms 

orthopedic residents in diagnostic accuracy 

and red-flag recognition, while performing 

below residents in investigation 

appropriateness. When used as a 
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supplementary second reader, AI support 

reduces red-flag miss rates to near-specialist 

levels — a clinically meaningful patient 

safety benefit. The predominance of 

contextual hallucination in the AI error 

profile, and its tendency toward over-

investigation, make physician oversight 

essential. These findings support an 

augmentative role for AI in orthopedic 

outpatient practice, with specialist 

supervision required for safe clinical 

integration. 
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